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1. INTRODUCTION 

With the rapid development of intelligent 

transportation systems and autonomous driving 

technologies, computer vision has become a core 

enabling technology in the automotive industry 

(Tseng et al. 2021). Beyond generic vehicle 

detection, the ability to accurately identify and 
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localize individual car parts such as bumpers, 

doors, headlights, mirrors, and wheels plays a 

crucial role in a wide range of applications, 

including automated vehicle inspection, damage 

assessment for insurance claims, intelligent 

repair assistance, manufacturing quality control, 

and perception systems for autonomous vehicles. 

Fine-grained car part detection provides richer 

semantic information than whole-vehicle 

detection, allowing systems to reason about 

structural components and their spatial 

relationships (Wang, Zhong, and Cao 2023). 

Early object detection benchmarks, such as 

generic large-scale datasets for everyday objects, 

mainly provide bounding boxes for entire 

vehicles and lack annotations at the component 

level (Yusuf, Aldawsari, and Souissi 2022). This 

limitation restricts their applicability to tasks 

requiring detailed structural understanding. 

Consequently, recent research has focused on 

developing specialized datasets and algorithms 

tailored to car part detection and segmentation. 

These efforts have enabled the training of deep 

learning models that can recognize multiple 

vehicle components under varying viewpoints, 

illumination conditions, and occlusions (Huang 

and Zhu 2024). 

Alongside dataset development, advances in 

deep learning architectures have significantly 

improved the performance of car part detection 

systems. Two-stage instance segmentation 

models, which first generate region proposals 

and then perform classification and mask 

prediction, have demonstrated high accuracy in 

identifying complex vehicle components (De 

Carvalho et al. 2022). However, their 

computational complexity and latency make 

them less suitable for real-time deployment in 

industrial or embedded environments. In 

contrast, one-stage detectors and segmenters, 

particularly those based on the YOLO family, 

offer a compelling trade-off between accuracy 

and inference speed, enabling real-time 

performance with relatively lightweight models. 

This balance is especially important for practical 

automotive applications, such as workshop 

inspection systems or on-vehicle edge devices 

(Yin et al. 2021). 

Car parts exhibit large variations in 

appearance across vehicle models, 

manufacturers, and powertrain types, such as 

internal combustion versus electric vehicles. 

Small or reflective components, including 

mirrors and lights, are particularly difficult to 

segment accurately. Moreover, high-quality 

annotation of car part datasets is labor-intensive 

and costly, limiting the availability of large, 

diverse labeled datasets (Xiong et al. 2021). 

Recent studies have begun to address this issue 

through semi-supervised and zero-shot 

approaches, leveraging foundation models to 

reduce annotation effort while maintaining 

competitive performance (Wang et al. 2020). 

In this paper, we present a comprehensive 

review of publicly available car part detection 

and segmentation datasets and analyze recent 

algorithmic advances in both two-stage and one-

stage deep learning models. We summarize 

experimental results reported in the literature, 

focusing on the trade-offs between accuracy, 

computational efficiency, and dataset scale. 

Particular attention is given to lightweight 

YOLO-based segmentation models and large-

scale datasets that enable practical real-time 

deployment. Through this analysis, we highlight 

current limitations and identify promising 

research directions for robust, efficient, and 

scalable car part detection systems in real-world 

automotive applications. 

2. RELATED WORK 

Research on car part detection has gained 

increasing attention due to its importance in 

automotive inspection, repair automation, 

intelligent manufacturing, and autonomous 

driving (Ye et al. 2025). Existing studies can be 

broadly categorized into three main directions: 

car part datasets and benchmarks, algorithmic 

approaches for detection and segmentation, and 

emerging techniques for reducing annotation 
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cost and improving generalization (Ottakath and 

Al-Maadeed 2023). Recent advances in object 

detection and segmentation include Transformer-

based architectures such as Mask2Former and 

NMS-free detectors like YOLOv10. These 

models demonstrate improved global feature 

modeling and efficiency. However, their 

computational complexity may limit deployment 

on resource-constrained edge devices. 

Car part datasets and benchmarks: One of 

the major challenges in car part detection is the 

lack of large-scale, fine-grained annotated 

datasets. Generic object detection datasets 

provide annotations at the vehicle level but do 

not include labels for individual components 

(Nunes et al. 2022). To address this limitation, 

several specialized datasets have been introduced 

for car part detection and segmentation. Early 

datasets focused on limited vehicle categories 

and viewpoints, typically containing a few 

hundred images annotated with bounding boxes 

or pixel-level masks for major components such 

as bumpers, doors, lights, mirrors, and wheels. 

Although these datasets enabled initial 

benchmarking of segmentation algorithms, their 

small scale and limited diversity restricted 

generalization to real-world scenarios (Zhai et al. 

2024). 

More recent datasets have significantly 

expanded both the number of images and the 

diversity of vehicle types, viewpoints, and 

environmental conditions. Medium-scale 

datasets with several thousand images provide 

detailed annotations for more than twenty car 

part categories and are widely used for training 

and evaluating modern segmentation models. In 

parallel, large-scale datasets containing tens of 

thousands of images have been introduced, 

enabling the training of lightweight detectors 

while maintaining strong performance. These 

datasets demonstrate that increasing dataset size 

and diversity plays a critical role in improving 

detection accuracy, particularly for small and 

visually complex parts (Panboonyuen 2025). 

Detection and segmentation algorithms: 

Early car part detection methods relied on 

classical image processing and handcrafted 

features, which struggled with variations in 

illumination, occlusion, and vehicle appearance. 

The adoption of deep learning has led to 

substantial performance improvements, 

particularly with the use of convolutional neural 

networks for object detection and instance 

segmentation. Two-stage instance segmentation 

models first generate region proposals and then 

perform classification and mask prediction for 

each proposal. These approaches have 

demonstrated strong accuracy in detecting 

complex car components and achieving precise 

segmentation boundaries. However, their high 

computational cost and multi-stage processing 

pipeline limit their applicability in real-time 

systems and embedded automotive platforms 

(Schumann et al. 2020). 

Real-Time and lightweight models: Real-

time performance is a critical requirement for 

many automotive applications. Several studies 

have evaluated lightweight instance 

segmentation models that balance accuracy and 

efficiency. These models are designed to reduce 

parameter count and computational complexity 

while maintaining acceptable segmentation 

quality (Lin et al. 2019). Experimental results 

consistently show that lightweight architectures 

benefit substantially from large-scale training 

data and data augmentation strategies. 

Comparative evaluations across different model 

sizes reveal clear trade-offs between accuracy 

and computational cost. While larger models 

achieve higher mean average precision, smaller 

models offer faster inference and lower memory 

requirements, which are essential for deployment 

on edge devices. This trade-off highlights the 

importance of selecting model architectures 

based on application constraints rather than 

accuracy alone (Wang et al. 2025). 

Semi-supervised and generalization-

oriented approaches: High-quality pixel-level 

annotation of car parts is labor-intensive and 
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costly, motivating research into semi-supervised 

and weakly supervised learning methods. Recent 

approaches leverage pretrained foundation 

models to generate pseudo-labels for large 

collections of unlabeled images, significantly 

reducing manual annotation effort. Studies show 

that combining a small manually annotated 

dataset with a larger automatically labeled 

dataset can achieve performance comparable to 

fully supervised training. Another emerging 

challenge is generalization across different 

vehicle domains, such as internal combustion 

vehicles and electric vehicles, which exhibit 

distinct design characteristics. Domain shifts 

caused by differences in vehicle structure, 

materials, and visual appearance can degrade 

model performance. Recent works address this 

issue through domain adaptation techniques and 

multi-branch learning strategies, aiming to 

improve robustness across diverse vehicle 

categories and environmental conditions (De 

Carvalho et al. 2022). 

3. METHODOLOGY 

The proposed car part detection framework 

follows a supervised instance segmentation 

pipeline designed to balance detection accuracy 

and computational efficiency for real-time 

automotive applications. The overall process 

consists of dataset preparation, model training, 

and quantitative evaluation. Input images 

containing vehicles are first standardized through 

resizing and normalization, then passed to a deep 

neural network that simultaneously predicts 

bounding boxes, class labels, and segmentation 

masks for individual car components. 

The improved YOLOv8n-seg model is 

designed to balance accuracy and computational 

efficiency for edge deployment. The following 

enhancements are introduced: 

(1) Lightweight backbone: A MobileNetV3-

inspired architecture is adopted to reduce model 

parameters while maintaining feature extraction 

capability. 

(2) Attention mechanism: A channel 

attention module (SE block) is integrated to 

enhance feature representation of critical car 

parts. 

(3) Loss Function optimization: A hybrid 

loss combining CIoU loss and focal loss is 

employed to improve bounding box regression 

and class imbalance handling. 

(4) Semi-supervised labeling: The dataset is 

constructed using a hybrid labeling approach 

combining manual annotation and automated 

labeling from foundation models, significantly 

reducing annotation cost. 

 

Figure 1. Architecture of the improved 

YOLOv8n-seg model with lightweight backbone 

and attention-enhanced feature fusion. 

The improved YOLOv8n-seg architecture 

consists of three main components: a lightweight 

backbone for efficient feature extraction, a 

feature aggregation neck for multi-scale fusion, 

and a segmentation head for pixel-level 

prediction. A channel attention module is 

integrated to enhance important features, while 

the lightweight backbone reduces computational 

complexity for edge deployment. 

A labeled dataset containing pixel-level 

annotations of car parts is used for training. All 

images are resized to a fixed spatial resolution 

H×W to ensure consistent network input. Data 

augmentation techniques such as random 

horizontal flipping, scaling, color jittering, and 

mosaic composition are applied during training 
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to enhance robustness against variations in 

viewpoint, illumination, and partial occlusion. 

Let I∈RH×W×3 denote an input image and 

(1) 

represent the corresponding ground-truth 

annotations, where bi, ci, and mi denote the 

bounding box, class label, and segmentation 

mask of the i-th car part, respectively (Wang et 

al. 2023). 

A one-stage instance segmentation 

architecture is adopted due to its favorable trade-

off between accuracy and inference speed. The 

network consists of a backbone for feature 

extraction, a feature aggregation module for 

multi-scale representation, and parallel 

prediction heads for detection and segmentation. 

Given an input image I, the backbone extracts 

hierarchical feature maps F={F1,F2,…,FL} 

where each level captures semantic information 

at a different spatial scale. These features are 

fused to improve the detection of both large 

components, such as doors and bumpers, and 

small components, such as mirrors and lights. 

During training, the network parameters are 

optimized by minimizing a composite loss 

function that jointly considers localization, 

classification, and segmentation accuracy. The 

total loss is defined as (Xiong et al. 2021) 

(2) 

where C is the number of car part classes. 

The segmentation mask loss Lmask evaluates 

pixel-wise differences between predicted and 

ground-truth masks and is formulated using 

binary cross-entropy or Dice loss. For a predicted 

mask 𝑚̂ and ground-truth mask 𝑚, the Dice loss 

can be expressed as 

(3) 

Model training is conducted over multiple 

epochs using stochastic optimization with a 

scheduled learning rate to ensure stable 

convergence. Validation performance is 

monitored to prevent overfitting, and the model 

achieving the highest validation accuracy is 

selected for final evaluation. Class imbalance 

among car parts, particularly for small 

components, is mitigated through data 

augmentation and loss weighting (Huang and 

Zhu 2024). 

Performance evaluation is carried out using 

standard object detection and segmentation 

metrics. Detection accuracy is measured using 

mean average precision (mAP) at different IoU 

thresholds. The average precision for a given 

class is computed as 

(4) 

where p(r) denotes precision as a function of 

recall r. The overall mAP is obtained by 

averaging AP values across all classes. 

Segmentation quality is assessed using 

intersection-over-union and F1-score metrics. In 

addition to accuracy, computational efficiency is 

evaluated in terms of inference time, model size, 

and floating-point operations, which are critical 

factors for real-time automotive deployment 

(Aldawsari et al. 2023). 

4. EXPERIMENTAL RESULTS 

The experiments were conducted on a 

system equipped with an NVIDIA RTX 3060 

GPU, Intel Core i7 CPU, and 32GB RAM. 

Models were trained using the Adam optimizer 

with an initial learning rate of 0.001 and cosine 

decay scheduling. Data augmentation included 

mosaic augmentation, random flipping, scaling, 

and color jittering. Inference performance was 

evaluated using FP16 precision, and TensorRT 

optimization was applied for edge deployment 

simulation.  
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4.1. Performance on DSMLR and repair 

workshop datasets 

Table 1 summarizes the performance of real-

time instance segmentation models evaluated on 

the DSMLR dataset and an additional repair 

workshop dataset. Among the evaluated 

methods, YOLACT achieves the highest overall 

mean average precision (mAP) of 66.5%, 

indicating strong capability in part localization 

and segmentation. SipMask++ demonstrates 

superior detection performance in workshop 

scenarios, with a detection mAP of 57.0% and 

high precision at stricter IoU thresholds, 

achieving AP50 and AP75 scores of 72.0% and 

67.0%, respectively. 

These results reveal a trade-off between 

segmentation quality and detection accuracy. 

While YOLACT provides better overall 

segmentation performance, SipMask++ offers 

more accurate bounding box localization, which 

is advantageous for industrial repair applications 

where precise part localization is critical. 

However, the relatively low segmentation 

category-level AP observed for YOLACT 

suggests that accurate mask prediction for small 

and reflective components remains challenging 

on limited datasets.

Table 1. Performance comparison on DSMLR and repair workshop datasets 

Model Dataset mAP (%) AP50 / AP75 (%) Remarks 

YOLACT DSMLR / Workshop 66.5 72.0 / 67.0 Highest overall mAP 

SipMask++ DSMLR / Workshop 57 72.0 / 67.0 
Better detection 

accuracy 

YOLACT 

(Cat. AP) 
DSMLR / Workshop – 44.0 / 2.6 

Segmentation AP 

remains low 

4.2. Generalization Performance on the 

CarpartsSeg Dataset 

Table 2 presents a detailed comparison of 

YOLO-based segmentation models evaluated on 

the CarpartsSeg dataset. Lightweight models 

such as YOLOv5nseg and YOLOv8nseg achieve 

competitive accuracy while maintaining low 

computational complexity and high inference 

speed. The improved YOLOv8nseg model 

reported in the attached results achieves a 

mAP50(Box) of 66.4% and a mAP50(Mask) of 

67.7%, outperforming the original YOLOv8nseg 

by 1.6% and 1.2%, respectively. 

Although larger models such as 

YOLOv9cseg achieve the highest accuracy, 

exceeding 71% mAP for both box and mask 

predictions, their significantly higher FLOPs, 

parameter count, and inference time make them 

less suitable for real-time automotive 

applications. These results indicate that 

lightweight YOLO variants provide a more 

practical balance between accuracy and 

efficiency for deployment on edge devices.

Table 2. Performance comparison of YOLO-based models on the CarpartsSeg dataset 

Model 
mAP50 

(Box) 

mAP50 

(Mask) 

Param

s (M) 

FPS / 

Inference Time 
Remarks 

YOLOv5nseg 0.653 0.665 1.9 High FPS Lightweight baseline 

YOLOv5sseg 0.661 0.671 7.4 Moderate Improved accuracy 
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Model 
mAP50 

(Box) 

mAP50 

(Mask) 

Param

s (M) 

FPS / 

Inference Time 
Remarks 

YOLOv8nseg 0.648 0.665 3.4 Very fast 
Original YOLOv8 

nano 

YOLOv8nseg 

(improved) 
0.664 0.677 1.7 ~0.87 ms Best balance 

YOLOv9cseg 0.719 0.731 27.6 Slower Highest accuracy 

4.3. Impact of Dataset Scale and Annotation 

Strategy (LSCP Dataset) 

The influence of training data size on 

detection performance is analyzed using the 

LSCP dataset, as summarized in Table 3. When 

trained with only 3,000 images, YOLOv8 

achieved a mAP@50 of 0.18, indicating limited 

generalization. Increasing the training set to 

10,000 images results in a substantial 

improvement, with mAP@50 rising to 0.41 and 

mAP@75 to 0.18. This trend clearly 

demonstrates the importance of dataset scale for 

fine-grained car part detection. 

In addition to dataset size, annotation 

strategy plays a crucial role in performance. 

Training on a small manually annotated dataset 

yields high accuracy but suffers from limited 

coverage. Automatically labeled data generated 

using foundation models produces comparable 

performance when used at scale. The best results 

are obtained by combining manual and auto-

labeled data, achieving a mAP@50 of 0.45. This 

confirms that mixed annotation strategies 

provide an effective and economical solution for 

large-scale car part detection.

Table 3. Effect of dataset size and annotation strategy on LSCP dataset 

Training Data mAP@50 mAP@75 Remarks 

3,000 images 0.18 0.09 Limited performance 

5,000 images 0.21 0.1 Moderate improvement 

10,000 images 0.41 0.18 Significant gain 

Manual labels (263) 0.43 0.19 High quality, small scale 

Auto labels (10,000) 0.41 0.18 Semi-supervised 

Mixed labels (10,263) 0.45 0.19 Best performance 

5. DISCUSSION 

The experimental results demonstrate that 

both model architecture and dataset 

characteristics play decisive roles in the 

performance of car part detection and instance 

segmentation systems. Across all evaluated 

benchmarks, a clear trade-off is observed 

between detection accuracy and computational 

efficiency. Two-stage instance segmentation 

models and large-scale one-stage models 

consistently achieve higher mean average 

precision, particularly for medium and large car 

parts. However, their higher parameter count and 

inference latency limit their applicability in real-

time automotive scenarios, such as workshop 
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inspection systems or embedded perception 

platforms. 

As illustrated in Fig. 2, the model encounters 

difficulties under challenging conditions. 

Specifically, detection errors occur in cases of 

severe occlusion, low illumination, and small 

object sizes. Additionally, misclassification is 

observed between visually similar components 

such as bumpers and fenders. These limitations 

highlight the need for improved robustness in 

real-world scenarios.

 

Figure 2. Failure cases in car part detection, including occlusion, low lighting, small object size, and 

misclassification between similar components. 

 

Figure 3. Ablation study showing the impact of backbone optimization and attention mechanism on 

model performance. 

The ablation study demonstrates that 

integrating a lightweight backbone reduces 

model parameters significantly, while the 

addition of the attention module improves 

detection accuracy. The combined approach 

achieves the best balance between performance 

and efficiency. 

Lightweight one-stage models, especially 

YOLO-based segmentation architectures, exhibit 

strong potential for practical deployment. Results 

on the CarpartsSeg dataset show that compact 

models can achieve competitive accuracy with 

significantly lower computational cost. The 

improved YOLOv8nseg configuration, in 

particular, demonstrates that modest 

architectural refinements can yield measurable 

accuracy gains while maintaining extremely fast 

inference. This balance between efficiency and 
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performance is critical for automotive 

applications that require real-time processing 

under constrained hardware resources. 

Dataset scale emerges as a dominant factor 

influencing model performance. Experiments 

conducted on the LSCP dataset clearly indicate 

that increasing the number of training images 

leads to substantial improvements in detection 

accuracy. The sharp increase in mAP when 

scaling from a few thousand to ten thousand 

training images highlights the importance of 

dataset diversity for capturing variations in 

vehicle design, viewpoint, and environmental 

conditions. This effect is especially pronounced 

for small and visually complex components, such 

as mirrors and lights, which consistently exhibit 

lower average precision across datasets. 

Annotation strategy also plays a significant 

role in overall system performance. Results 

showed that training with a small set of high-

quality manually annotated images can achieve 

strong accuracy but lacks generalization due to 

limited coverage. In contrast, large-scale 

automatically labeled datasets generated using 

foundation models provide broader visual 

diversity at lower cost. The best performance is 

achieved by combining manual and auto-labeled 

data, confirming that semi-supervised learning 

offers an effective compromise between 

annotation quality and scalability. This finding is 

particularly relevant for industrial applications, 

where manual labeling of large datasets is often 

impractical. 

In real-world deployment scenarios such as 

traffic surveillance and insurance inspection, 

environmental factors including illumination 

variation, motion blur, occlusion, and weather 

conditions significantly impact detection 

performance. Future work will include validation 

on real-world datasets and edge-device 

deployment under such conditions. 

While the proposed model demonstrates 

strong performance, several limitations remain. 

Failure cases are observed in scenarios involving 

occlusion, small object size, and poor lighting 

conditions. Additionally, visually similar car 

parts may lead to misclassification. 

Compared to recent models such as 

YOLOv10 and Mask2Former, the proposed 

approach achieves a favorable balance between 

accuracy and computational efficiency, making it 

suitable for edge deployment. Future work will 

focus on real-world testing using embedded 

platforms such as NVIDIA Jetson devices and 

further optimization of model robustness under 

challenging environmental conditions. 

6. CONCLUSION 

This paper presents a comprehensive 

analysis of car part detection and instance 

segmentation methods, focusing on the interplay 

between dataset scale, model architecture, and 

computational efficiency. By reviewing publicly 

available datasets and synthesizing experimental 

results across multiple benchmarks, the study 

highlights recent progress in fine-grained 

automotive perception and its applicability to 

real-world industrial scenarios. 

Experimental results demonstrate that 

lightweight one-stage segmentation models can 

achieve competitive accuracy when trained on 

sufficiently large and diverse datasets. While 

larger and more complex architectures offer 

higher peak performance, their computational 

demands limit real-time deployment in 

automotive environments. In contrast, compact 

YOLO-based models provide an effective 

balance between accuracy and inference speed, 

making them well suited for applications such as 

automated vehicle inspection, repair assistance, 

and manufacturing quality control. 

The analysis further confirms that dataset 

scale and annotation strategy are critical factors 

in system performance. Increasing the number of 

training images significantly improves detection 

accuracy, particularly for small and visually 

complex car parts. Moreover, combining 

manually annotated data with large-scale 

automatically generated labels offers a practical 
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and cost-efficient approach to dataset 

construction, enabling strong performance 

without extensive manual effort. This study 

underscores the importance of data-centric 

design and efficient model selection in the 

development of practical car part detection 

systems. Future work will explore transformer-

based segmentation architectures, domain 

adaptation techniques, and semi-supervised 

learning strategies to further improve robustness 

and scalability for real-world automotive 

applications 
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THÔNG TIN CHUNG TÓM TẮT 

Ngày nhận bài:  15/01/2026  Phát hiện các bộ phận trên xe và phân đoạn từng bộ phận riêng 

lẻ là những bài toán quan trọng trong nhiều ứng dụng ô tô hiện 

nay, như kiểm tra xe tự động, hỗ trợ sửa chữa, đánh giá thiệt hại 

bảo hiểm và các hệ thống giao thông thông minh. So với việc 

chỉ nhận diện toàn bộ chiếc xe, việc xác định chính xác từng bộ 

phận nhỏ đòi hỏi các bộ dữ liệu chuyên biệt và những thuật toán 

vừa chính xác vừa đủ nhanh để vận hành trong thời gian thực. 

Bài báo này tổng hợp và phân tích một cách có hệ thống các 

nghiên cứu gần đây về phát hiện và phân đoạn bộ phận xe, đồng 

thời đánh giá thực nghiệm hiệu năng của các phương pháp tiêu 

biểu. Các bộ dữ liệu công khai với quy mô và cách gán nhãn 

khác nhau được xem xét, cùng với đó là so sánh hiệu quả của 

các mô hình học sâu phổ biến theo hai hướng: mô hình hai giai 

đoạn và mô hình một giai đoạn. Nghiên cứu tập trung nhiều vào 

các mô hình phân đoạn gọn nhẹ dựa trên kiến trúc YOLO và các 

bộ dữ liệu quy mô lớn, vốn rất phù hợp cho triển khai trong thực 

tế. Kết quả cho thấy các mô hình một giai đoạn có kiến trúc đơn 

giản nhưng khi được huấn luyện trên dữ liệu đủ lớn và đa dạng 

vẫn có thể đạt độ chính xác tương đương các mô hình phức tạp 

hơn, trong khi vượt trội về tốc độ suy luận và hiệu quả tính toán. 

Ngoài ra, việc kết hợp dữ liệu gán nhãn thủ công với nhãn sinh 

tự động trong các phương pháp học bán giám sát giúp giảm đáng 

kể chi phí gán nhãn mà không làm suy giảm chất lượng mô hình. 

Những kết quả này làm rõ các đánh đổi quan trọng giữa độ chính 

xác, tốc độ và khả năng mở rộng, đồng thời cung cấp những 

định hướng hữu ích cho việc xây dựng các hệ thống phát hiện 

bộ phận xe có tính ứng dụng cao trong môi trường thực tế. 
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